


DJW –

We have finished the revision of our manuscript using your comments and the comments of the reviewers as our guide.  We also revised a bit based on feedback from attendees at our IACAT presentation.  We think these folks have enabled us to clarify our writing, and we hope you agree.  We have attached the written comments from you and the reviewer below and have identified how we responded in the revision of the manuscript (In green italic text below the original comments).  We addressed most of the comments, but there were some that we thought we would leave “as is” or just clarify in the revision (such as the use of the term “engineering”).  While we are comfortable with the current version, we are willing to make additional changes in these areas, if you feel they are warranted.

[bookmark: _GoBack]We hope the revisions meet your needs and look forward to participating in the publication process.  Thanks for your help – Gage and Steve
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----------------------------------------------------------------

Comments for ms 76-339-1-RV, “Three measures of test adaptation based on optimal...”

I appreciate the opportunity to comment on this manuscript.  I wasn’t familiar with the Reckase et al work and I think this is an interesting and worthwhile contribution. The paper is generally well-written (although I note some issues I had in understanding some parts). I have a number of comments which probably suggest a modification of the manuscript.  I have presented a few general comments first, followed by few more specific issues.  I hope that they are helpful in strengthening the manuscript.

General comments

1. I wasn’t familiar with the Reckase et al work and I think this is an interesting and worthwhile contribution. The main value would be in allowing researchers and practitioners to calculate these indexes and illustrating why they would want to do so. I think that your paper would be more compelling if you had more examples of how you would use these to improve testing. The current illustrations show that fixed forms and MST are less informative than item-level adaptive. I would have been more impressed if you’d run your example through to completion and illustrated how your indexes could be used to “fix” the MST so that it was equally precise as compared to the item-level CAT. Or, you mention using these indexes for costing, I’d like to see a hypothetical example of doing this. I think these would be fairly minor changes that would add value. Your explanations should illustrate how each of the three indexes has a different role. I read that you say that they do, but I didn’t understand how I would use them differently or why.
You could discuss these ideas a bit in your discussion.  I don’t think MSTs can be improved to be CATs, and I’m not sure what he means by “costing”.  Cost of developing and implementing the CAT?
We have expanded our discussion of Reckase’s indices, and we provided a more detailed example of our indices and how they provide different types of information to practitioners.pp3-4
2. The calculation of these indexes is not perfectly clear. For example, on page 7 you define IA(j) as the “actual test information (OOI)” for simulee J at their final theta-hat. What does this mean? I think that’s a problem for this article because these indexes have zero value unless the reader can calculate them. I think you need to consider how you can present working code or an example that is so clear that it could be used to test a user’s software implementation. 
Yes, you do need to better define “actual test information” with an equation.  So you mean the sum of item information at the  estimate, or response pattern information (i.e., observed information)?  Looks like the former, but let’s be more precise.
We now provide a better definition of actual test information (including a formula). pp4
3. I think it does not come through in the current version that you have carefully thought through two issues: One is whether these indexes are useful for actual tests, or only useful in simulations. I think the presentation of the current ms. makes it seem like these indexes could be useful for “real” data, and this was confusing. I think these are really intended primarily (perhaps solely) for comparing different options in simulation studies. This is a fine purpose, but you should be clear about it. Or, if you disagree with me on this point, I think you should take pains to revise the ms. to clarify how these would be useful with “real” data. For example, if these are designed to be used with real data, then you should explain how they would be calculated form real data. I think TOI would be identical to EOI in real data (i.e., you really cannot calculate TOI; probably not OOI).

Another good point by the reviewer  As he indicates, TOI is for simulations only since it uses true θ.  Is OOI useful in real data?  If so you should clarify that.  What about EOI?
This is a good comment.  Our original writing was sloppy.  We have added additional clarification about how each of the indices should be used, including the utility with simulated and operational data. pp5-9
4. And second, I think it’s confusing to have the indexes be defined at both the individual and group levels. When I saw Eq. 1, I thought “If I have five examinees, I evaluate my whole CAT over the theta values of these five individuals?” I see the value (I think) of being able to calculate it for individuals and subgroups, but to characterize a whole test that is being simulated, I think I’d prefer to use a weighted set of points that descretely characterize the theta distribution. If the user had a big, representative sample, it probably doesn’t matter. But in general the issue that the whole exam might have one index and an individual or subgroup might have different values seems like as much a disadvantage as advantage and your current treatment is simply that one can calculate at any of these levels. I don’t know that you have given a good context for doing so. Especially if these were only calculated for simulees, it seems strange that I would ever calculate the index for an individual.
Your response to this comment?
We actually see this as one of the strong points of our approach.  We added some text to the results section that describes how the indices might be used at the group, subgroup, and individual level. pp13-18 
5. I think you could use a little more detail about why Reckase et al chose the indexes that they did and how these relate to your indexes. For example, you don’t explain why the correlation between mean d and final theta-hat is valuable or how these three compare to your indexes. These connections don’t need to be lengthy, but right now I think the new indexes seem completely unrelated. 
A good point.  Since your indices were motivated by Reckase’s work, summarize at some point (in the Discussion, or maybe when you first propose them, or after you describe them?) what they add beyond what Reckase proposed.
We have provided a more in-depth description of Reckae’s indices, and we provided a clearer distinction between our indices and Reckase’s. pp4

Specific issues

6. P. 1 abstract, (and elsewhere) FWIW, the term “engineering” is a loaded term and it may be illegal to call oneself an “engineer” or “engaged in engineering” without being a licensed engineer.
Hmm, a bit of sarcasm?  I also thought the word “engineering” was a little odd , as well.  Can you come up with a better term for this?
We left the term as is (since we like it), but we explained it a bit. If we view test design solely as an art, we miss those aspects that have more in common with bridge building.  pp22
7. pp. 2-3, I think that the 1.5 page discussion on ways an operational CAT might not be very adaptive is excessive. If these are important, they should show up in the examples you present and you do illustrate different item administration procedures. You could add an illustration of one of the other constraints, but honestly if someone is interested in characterizing adaptiveness, I think they will be aware of these constraints.
Typo on p.: “There are a variety of factors that an adaptive test’s ability to adapt”.  I agree with the reviewer that for JCAT you could shorten that discussion to maybe two paragraphs.
We have condensed the language on influences on adaptivity. pp2-3
8. P 5., I guess there are programs that use the 1PL model with CAT, but I think just a little more explanation about how this might be applied to the 2PL or 3PL is in order. For example, you could say that the 1PL is elegant and simple, but suggest the kinds of ugly kludges one would need to apply to make this work with the 3PL.
And, of course as you might expect from me, I agree completely with the reviewer (except for the “ugly kludges” comment). You develop your indices in the context of the Rasch model, which is a serious limitation.  How can they be generalized to the 2PL and 3PL (or in the more general case, to non-Rasch polytomous models)?
We briefly discuss how our indices could be applied to other IRT models.  pp5, pp22-23
9. p. 5, last para: This paragraph makes reference at least three times to TOI having an upper bound of 1.0 but everywhere else in the paper this upper bound is scaled to 100 by the 100 in Eq. 1. My guess is that the 100 factor got added and this wasn’t updated, but it could definitely confuse the reader.
I agree.  This needs to fixed.
This has been fixed (We were clearly writing too late at night.).
10. P 5, bottom: I don’t understand how the TOI could exceed unity/100 and in Figure 1 it looks like this is not rare, so could you explain better how this could occur?
Your response?
This has been better explained.
11. P 7, second para., “...this is impossible to do in practice...” is quite a thing to mention in passing.
This relates to the previous issue raised about better explaining which indices can be used with real data and which with simulation only.
We have re-phrased this to indicate we mean impossible to do with operational data, which is clearer.
You should also pay attention to the rest of the reviewer’s comments below.
12. pp. 8-9, I think it seems strange that the fixed form and CAT have the same length (I’d assume most CAT exams are shorter than any fixed form alternative version). But I don’t think this is a big problem, just odd and perhaps makes your example seem more contrived.
It is not uncommon for CATs to be considered as providing more information with a testy length equivalent to the fixed form test.  So, we think this is a fair way to compare the adaptivity of the two test types.
13. p. 9, your table is broken and it seems more natural to order the columns CAT, MST, fixed.
This has been fixed.
14. P 9., near bottom, typo: “...then the fixed-form test, than the...” should be “...then the fixed-form test, THEN the...”
This has been fixed.
15. P 9 bottom, you say that the Reckase et al indexes don’t “directly suggest developmental strategies that might be used to improve a particular test”  I didn’t read the following text as demonstrating that your indexes do “directly”  suggest developmental strategies that might be used to improve a particular test. I think you need to ensure that this is true and make sure it’s clear to the reader. You actually simply say that your indexes “may” give guidance. I think you need to be more clear in demonstrating the value of your indexes.
We have added language to explain this better.
16. P 10, near the middle. You write: “It is also clear that thus type of ...” this paragraph is confusing. The first sentence is confusing and seems unrelated to the next two. 
We clarified this.  
17. P 10, near bottom, typo: “...in Figure 3 to described how this...” should be “...in Figure 3 to DESCRIBE how this...” (and this minor typo made it hard to parse this sentence).
We fixed this and modified it a bit.
18. Figures 1-3: Can you revise the text to clearly explain how I would use these plots to some practical advantage? Because I understand that these could be calculated, but I was lost as to why I would do so or what implications these graphs have. For example, one individual on Figure 1 near theta=1 looks to be a bit of an outlier with TOI > 120. Why? What does that mean? What implications does that individual have for me to “fix” my exam?
We added clarifying detail in the Results section.  pp11-12

19. Figure 3: It was not clear why many CAT simulees had values exceeding 100.
This has been better explained.
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